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Abstract

Merging of Language Resources is not only a matter of mapping between different annotation schemata but also of linguistic tools
coping with heterogeneous annotation formats in order to produce one single output. In this paper we present a web content
management system ATLAS which succeeded to integrate and harmonize resources and tools for six languages, including four
less-resourced™ ones. As a proof of the concept we implemented a personal digital library (i-Librarian). We performed two user
evaluation rounds in order to assess the increase of user productivity when the language technologies are harnessed in the processes

of content management.
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1. Introduction

During the last twenty years a large number of
monolingual and bilingual language resources and tools
were produced. Especially in the 90°ties, LRs were
produced for a dedicated application, without any concern
regarding reuse, respectively standardization.

With the development of statistical and machine learning
approaches, the existence of reusable training data (i.e.
language resources) became crucial, especially for
multidisciplinary and multi-domain systems. While
standards for encoding corpora, lexicons and treebanks
are widely used, there is still a big issue with the
harmonisation of output produced by processing tools.
Complex systems usually require a pipeline of language
processing engines, and there is a need of harmonization
of tagsets, input and output formats. Recent European and
national initiatives contributed a lot to the development of
monolingual complex linguistic processing pipelines.
However, there is still a big gap at the multilingual level
because each language has its own linguistic
particularities, tools use different linguistic formalisms,
and engines have different degree of complexity.

In this paper we describe the approach used in order to
embed multilingual language technology support into a
Web-based Content Management System®. The system is
developed for six languages (Bulgarian, English, German,
Greek, Polish and Romanian) and includes technology for
automatic categorization, summarization and translation,
extraction of concepts (ideas) as well as cross-lingual
retrieval. All these rely on language specific pipelines
harmonised through UIMA framework. As the whole
system is fairly complex and allows the creation of
different Web services based on the above mentioned
technology, we present here one particular Web service,
i-Librarian.

'The work reported here was performed within the ATLAS
project funded by the European Commission under the CIP ICT
Policy Support Programme (http://www.atlasproject.eu).
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2. i-Librarian Features

i-Librarian (http://www.i-librarian.eu) was developed as a
free online library to assist users in organising and
managing multilingual content. i-Librarian is powered by
ATLAS - an open-source software platform for
multilingual Web content management, containing
i-Publisher and Linguistic framework. i-Publisher is a
Web-based instrument for creating, running and
managing dynamic  content-driven = Web  sites
(i-publisher.atlasproject.eu). The Linguistic framework
enriches the content in these Web sites with automatic
annotation of important words, phrases and names,
suggestions for categories and keywords, summary
generation and computer-aided translations in English,
Bulgarian, German, Greek, Polish and Romanian.

As a service powered by ATLAS, i-Librarian is enhanced
by the innovative features provided by its linguistic
framework. On uploading new documents to i-Librarian,
the library system automatically provides the user with an
extraction of the most relevant information (phrases,
named entities, and keywords). i-Librarian then uses this
information to generate suggestions for classification in
the library catalogue as well as a list of similar documents.
Finally, the system compiles a summary and translates it
in all supported languages. Among supported document
formats are Microsoft Office documents, PDF,
OpenOffice, books in various electronic formats, HTML
pages and XML documents. Users have exclusive rights
to manage content in the library at their discretion.

3. Linguistic framework

The ATLAS framework employs technologically and
linguistically diverse natural language processing (NLP)
tools in a platform, based on UIMA 2. The UIMA
pluggable component architecture and software
framework are designed to analyse content and to
structure it. The ATLAS core annotation schema, as a

2 Unstructured Information Management Application. See
http://uima.apache.org/.



uniform  representation model, normalizes and
harmonizes the heterogeneous nature of the NLP tools.
The language processing tools are integrated in a
language processing chain (LPC), so the output of a given
NLP tools is used as an input for the next tool in the chain.
For example, the sentence boundaries and the token tags
are used by the POS tagger; respectively, the tagger’s
annotations are used by the lemmatizer etc.
The main challenge was to harmonize the output of
different processing tools as well as their degree of
annotation. To our knowledge it is for the first time when
such harmonisation is realised within a real system and
with involvement of less resourced languages. Two steps
were performed:

e the minimal set of required tools was identified in
order to ensure accuracy near to state-of the art for all
languages;

e minimal linguistic annotation required for each
language was identified and the correspondent was
model defined; this model contains obligatory
features (like PoS, case, gender, number) but also
optional ones (which may be used for one language
or another: e.g. a special feature to make connection
between verb particles and verbs in German); all
these features are part of the UIMA-based processing
chains, so annotation tags don’t need to be
harmonised across languages.

In order to ensure the interoperability and coherence of

the NLP tools, they have been tuned for higher accuracy

and performance.

The processing of text in the system is split into three

subtasks, executed sequentially. The text is extracted from

the input source (text or binary documents) in the

“pre-processing” phase. The text is annotated by several

NLP tools, chained in a sequence in the “processing”

phase. Finally, the annotations are stored in a data store,

such as relational database or file system.

The architecture, shown on Figure 1, is based on

asynchronous message processing patterns and allows the

processing framework to be scaled horizontally.
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Figure 1. Top-level architecture of the Linguistic
framework

3.1 Language Processing Chain components

The baseline LPC for each of the project language
includes a sentence and paragraph splitter, tokeniser, part
of speech tagger, lemmatizer, optional word sense
disambiguation component, noun phrase chunker and
named entity extractor. Figure 2 depicts the LPC basic
components and their execution sequence.

LPC

Para Splitter — Sent Spliter — Tokenizer —» POS Tagger

i '

NE Extractor NP Extractor <+—— WSD <—— Lemmatizer
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Figure 2. Components of a language processing chain

In addition to the general language-independent rules for
paragraph and sentence splitting, the sentence splitters
and tokenizers utilize language specific knowledge for
word and sentence grammatical structure, for each of the
target languages.

The POS taggers exploit different classification
algorithms depending on the language to be processed:
the OpenNLP * tagger for English is based on Maxent and
Perceptron classifiers; the SVM Bulgarian tagger applies
classification based learning (Gimenez J., Marquez L.,
2004); the Greek and Polish taggers are transformation
based. Moreover, some of the algorithms are combined or
extended to improve the robustness. The German tagger is
a combination of the TnT tagger® and a constraint
dependency disambiguation, while the Romanian tagger
exploits a statistical and a symbolic method based on the
context information (the sets of tags retrieved by the
maximum entropy statistical component).

Most of the lemmatizers (i.e. for Bulgarian, English, and
Greek) are rule based engines integrated with large
morphological lexicons, while for Polish the
lemmatisation is combined with shallow parsing
(Degorski, 2011).

The Noun Phrase Extractors (NPE) and Named Entity
Recognizer (NER) have been developed using
language-independent tools and later customised for each
of the target languages. The Spejd tool (Buczynski and
Przepiorkowski, 2009) - a shallow parser exploiting
cascade regular grammars - has been promoted for Polish
and Greek by implementing language-specific parsing
rules. The ParseEst (Genov and Koeva, 2011), a parser
based on the finite-state framework, is used for the
identification of different types of syntactic entities for
Bulgarian and English - phrase structures, named entities,
multi-word expressions, etc. The German NP chunker is
obtained by applying NP constituent rules on dependency
structures. The Polish NER tool (Savary, Waszczuk and
Przepiorkowski, 2010) - a statistical CRF-based named

3 http://incubator.apache.org/opennlp
4 http://www.coli.uni-saarland.de/~thorsten/tnt




entity recognizer has been extended to cover seven major
types of named entities, namely dates, money, percentage
and time expressions apart from originally recognized
hierarchical names of organizations, locations and
persons.

The annotations produced by each LPC along with
additional statistical methods are subsequently used for
detection of key words and phrases, generation of
extractive summary, multi-label text categorisation and
machine translation.

3.2 Text categorization

A language-independent text categorisation tool which
works for heterogeneous domains was implemented by
the project. This engine is exemplified by documents in
Bulgarian and English. The engine employs different
categorization algorithms, such as Naive Bayesian,
relative entropy, Class-Feature Centroid (CFC) (Guan,
Zhou and Guo, 2009), Support Vector Machines. The text,
annotated by the NLP tools feeds the categorisation
engine. New algorithms can be integrated easily because
the categorisation engine is based on OSGI platform. The
results of each of the categorization algorithms are
consolidated by a custom label-voting system.

3.3 Summarization

The diverse content in i-Librarian requires a flexible
generation of summary depending on the text length. The
baseline method, used for both short and long texts, relies
on shallow level language independent heuristics that
rank sentences by summing up scores of cue words such

as first occurrences, inclusion of capital letters,
repetitions, etc.
We adopted two state-of-the-art summarisation

approaches — for short and long texts. The summarisation
approach (Cristea, Postolache, and Pistol, 2005) used for
short texts exploits cohesion and coherence properties of
the text on discourse structures that resemble rhetorical
trees. The short texts summarisation chain is a
combination of the output of the language processing
chains and an anaphora resolver, clause splitter, discourse
parser, and summarizer. Currently, the summarisation
chain is implemented for English and Romanian.

The method used to produce summaries of long texts
assembles a template summary from different pieces of
information, specific to different genres. For instance, a
crime novel summary is made of a number of sentences,
uttering pieces of disparate knowledge, extracted using
pattern matching templates, such as the place of the
action, the main characters, etc.

3.4 Machine translation

The ATLAS machine translation engine implements the
hybrid paradigm, combining an example-based (EBMT)
component and a Moses-based statistical approach
(SMT). Firstly, the results of the categorisation engine are
used to select the most appropriate translation model and
MT sub-component. Each input to the translation engine
is then processed by the example-based MT
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sub-component. If the input, as a whole, or important
chunks of it are found in the translation database then the
translation equivalents are used and if necessary
combined (Gavrila, 2011). In all other cases the input is
sent further to the SMT component which uses a PoS and
domain factored model following (Niehues and Waibel,
2010).

Similar to the architecture of the categorization engine,
the translation system in ATLAS is able to accommodate
and use different 3rd party translations engines, such as
Google, Bing Translator, Lucy, Yahoo translators.

4, System evaluation

The scope of our current work does not cover the
examination of accuracy of each individual language
processing chain but focuses on evaluation of the quality
and performance of the system, as well as the satisfaction
of the users with a system that harnesses multilingual
processing tools in the processes of the content
management.

The technical evaluation uses indicators that assess

technical elements such as:

e Overall quality and performance attributes (MTBE,
uptime, response time);

e Performance of specific functional elements (content
management, machine translation, cross-lingual
content retrieval, summarisation, text categorisation).

The user evaluation assesses the level of satisfaction with

the system. We measure non-functional elements such as:

e User friendliness and satisfaction, clarity in
responses and ease of use;

e Adequacy and completeness of the provided data and
functionality;

e Impact on certain user activities and the degree of
fulfilment of common tasks.

We have planned for three rounds of user evaluation; all
users are encouraged to try online the system, freely, or by
following the provided base-line scenarios and
accompanying exercises. The main instrument for
collecting user feedback is an online interactive electronic
questionnaire (http://ue. ATLASproject.eu/). All that is
needed is to select a user group and follow the onscreen
suggestions.

The second round of user evaluation is scheduled for

March 2012 involving 180 users, while the first round

took place in Q1 2011, with the participation of 33 users.

The overall user impression was positive and the Mean

value of each indicator (in a 5-point Likert scale) was

measured on AVERAGE or ABOVE AVERAGE. Figure

3 and 4 depicts the user opinion on their increased

productivity and satisfaction with the available

functionality.
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Figure 3: Distribution of user opinion on productivity
increase.
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Figure 4: Distribution of user opinion on satisfaction with
the system functionalities.

5. Conclusion and Further work

The abundance of knowledge allows us to widen the
application of NLP tools, developed in research
environment. The combination of Web content
management and state of the art language technologies
helps the reader to cross the language barrier, to spot the
most relevant information in large data collections and to
keep all this information in order. The tailor made voting
system maximizes the use of the different categorization
algorithms. Two distinctive approaches summarise short
and long texts and their translation are provided by
state-of-the-art hybrid machine translation system.
ATLAS linguistic framework has been released in
February 2012 as open-source software. The language
processing chains for Bulgarian, Greek, Romanian, Polish
and German will be fully implemented by the end of
2012.
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